Evaluating Tuning Scripts Run From status.sql, A Revealnet Provided Script.

Many times a beginning, or even an intermediate level DBA won’t know what to monitor on an ongoing basis. In an attempt to make this monitoring of databases more routine and standard, Revealnet has provided a set of scripts that can be used as-is or modified to suit an individual DBAs needs. One of these script, status.sql, groups some of the monitoring scripts into a set of daily reports.

Status.sql

This report explains the different scripts contained in the status.sql grouping and how to interpret their results.  Figure 1 lists the current version of status.sql.

Rem status.sql

rem Mike Ault RevealNet

rem Purpose: Run various database health scripts

rem  scripts require that grants.sql, crea_tab.sql and dbms_revealnet.sql have been run

rem rev 0.

Rem 13-Aug-1998

rem

clear columns

clear computes

@do_cals2

clear columns

clear computes

@libcache

clear computes

clear columns

@free2_spc

clear columns

clear computes

@extents

clear columns

clear computes

@rbk1

@rbk2

clear columns

clear computes

@log_stat

clear columns

clear computes

@inv_obj

clear columns

clear computes

@systabs

clear columns

clear computes

pause Press Enter to continue

Figure 1: The status.sql Script

The status.sql script calls: do_cals2.sql, libcache.sql, free2_spc.sql, extents.sql, log_stat.sql, inv_obj.sql and systabs.sql. The purposes of these scripts are shown in Figure 2.

Script
Purpose

do_cals2.sql
 Calls the dbms_revealnet.just_statistics procedure to calculate several database statistics.

Libcache.sql
  Reports library cache statistics relating to pins, hits, reloads

free2_spc.sql
 Reports on free space and fragmentation status for all tablespaces 

extents.sql
 User provides number of extents and script shows objects with >= that number of extents.

Rbk1.sql
 Shows first set of redo log storage and usage statistics.

Rbk2.sql
 Shows second set of redo log storage and usage statistics.

log_stat.sql
  Shows redo log statistics.

inv_obj.sql
 Shows stored objects that have been marked invalid.

systabs.sql
 Shows tables stored in the SYSTEM tablespace that do not belong to SYS schema.

Figure 2: Scripts Called By status.sql and Their Purposes

We have grouped these scripts into a single wrapper because it is felt they give a good representation of what your database status is for a given point in time. If you find other scripts, either from RevealNet or other sources, that you wish to add to this list, please feel free to do so, however, if you do, we suggest that the script be renamed to prevent it from being overwritten during upgrades.

In the next sections we will examine the various output reports from the scripts and an explanation given for what the various statistics indicate.

Do_cals2.sql

The first script called by status.sql, do_calst2.sql, runs the dbms_revealnet.just_statistics procedure. The dbms_revealnet.just_statistics procedure calculates numerous useful database level statistics and places them in a temporary file called DBA_TEMP. The script do_calst2.sql next generates a report based on the contents of the DBA_TEMP table. The results of a do_cals2.sql report is shown in Figure 3.

Date: 10/22/98                                                   Page:   1 

Time: 02:50 PM          CALCULATED STATISTICS REPORT        AULTM          

                              TEST database                               

NAME                                 VALUE                                 

-------------------------------- ---------                                 

Startup Date: 21-oct-98 19:02:43         0 

CUMMULATIVE HIT RATIO            .99136016    

SYS UNDO HDR WAIT CONTENTION             0                                 

SYS UNDO BLK WAIT CONTENTION             0                                 

UNDO HDR WAIT CONTENTION         1.988E-06                                 

UNDO BLK WAIT CONTENTION                 0                                 

Latch Miss%                      .1477357                                 

Rollback Wait %                  .00342118                                 

Library Reload %                 .05443349                                 

redo log space requests                 13                                 

redo log space wait time               683                                 

Non-Index Lookups Ratio          .00199391                                 

table fetch by rowid             124441755                                 

table fetch continued row           287189                                 

sorts (memory)                      329105                                 

sorts (disk)                           224                                 

Data Dictionary Miss Percent     2.1921768                                 

RECURSIVE CALLS PER USER            7.7695                                 

Free List Contention Ratio               0                                 

TOTAL ALLOCATED MEG                  20718                                 

TOTAL USED MEG                   16976.469                                 

TOTAL SGA SIZE                   506660456                                 

row cache objects                 .0003624                                 

shared pool                      .04819487                                 

library cache                    .00125047                                 

CLUSTER                                  1                                 

DATABASE LINK                           52                                 

FUNCTION                                13                                 

INDEX                                  555                                 

PACKAGE BODY                            53                                 

SEQUENCE                                59                                 

PROCEDURE                               11                                 

VIEW                                   337                                 

TRIGGER                                 28                                 

TABLE                                  654                                 

SYNONYM                               3611                                 

PACKAGE                                 53                                 

data block waits                       396                                 

undo header time                         0                                 

data block time                        324                                 

undo header waits                        8                                 

Shared SQL%                      56.412345                                 

Shared Pool Used                  59.25943                                 

Shared Pool Available            75.735985                                 

Press enter to continue

Figure 3: The Output From the do_calst2.sql Report

Let’s examine the various statistics gathered by the do_calst2.sql report and see what each means in respect to the database.

The first value reported is just the startup time for the instance. Since many of the following statistics are cumulative from the time the instance was started, it was felt it was a requirement to have a time stamp showing the startup date.

Startup Date: 21-oct-98 19:02:43         0

The next value, the cumulative hit ratio, is used to get a feeling for performance over time. The cumulative hit ratio is the “average” hit ratio since the database was started, thus it may be low if taken too soon after startup. Usually you should look for the cumulative hit ratio to be in the range of 0.85-1.0 for an OLTP system and 0.6 to 1.0 for a batch system. Generally speaking if this value is below the applicable range an increase in the number of db_block_buffers is indicated.

CUMULATIVE HIT RATIO             .99136016    

The next four statistics deal with UNDO (rollback) segment contention. Usually these numbers will be at or near zero for a well tuned database. Generally any value approaching 1 indicates a need for rollback segment resizing/tuning.

SYS UNDO HDR WAIT CONTENTION             0    

SYS UNDO BLK WAIT CONTENTION             0

UNDO HDR WAIT CONTENTION         1.988E-06

UNDO BLK WAIT CONTENTION                 0 

The next statistic, “Latch Miss%” , tells how well your system is using latches. If this value gets into whole percentages you should review latch tuning.

Latch Miss%                      .14773576     

The  Next statistic, “Rollback Wait%”, tells how often a process had to wait for a rollback segment. If this value gets near 1.0 consider rollback segment tuning.

Rollback Wait %                  .00342118

The next value, “Library Reload %”, shows how often your library cache is having to reload objects which have been aged (or flushed) out of the shared pool. If this value nears 1% look at re-sizing the shared pool in most systems. In systems where the percentage of reusable SQL is low, this value may be high due to shared pool thrashing.

Library Reload %                 .05443349

The next two statistics deal directly with redo log contention. If redo log space waits become excessive (into the hundreds) an wait time is excessive, consider tuning log_buffers and possibly resizing or increasing the number of redo logs. Actually, you would increase the number of redo log groups or the size of individual redo log members. All redo logs should be of equal size. It is suggested that the redo logs be sized such that loss of the online redo log will loose only X amount of data, where X is the critical amount of data for your application (like an hours worth, days worth, ten minutes worth, etc.).

redo log space requests                 13 

redo log space wait time               683

The next statistic, “Non-Index Lookups Ratio” , is a ratio between long table scans and short table scans and is based on the assumption that a short table scan will most likely be an index scan. The short table verses long table scan is based on a short table being less than 10% of the total of db_block_buffers*db_block_size on most systems. The undocumented initialization parameter, “_small_table_threshold” will override this 10% rule if it is set for your system. Generally speaking this value should always be much less than 1.0. If this value even approaches 0.1 look at the number of full table scans being performed on your system. It is suggested that this number be trended so that you know what is normal for your system and can take action if it changes. For a well tuned system this value should remain relatively stable.

Non-Index Lookups Ratio          .00199391                                 

The next value, “table fetch by rowid”, shows how many rows where fetched due to either direct statement of rowid in the select, or via index lookups resulting in rowid fetches. It should be used in concert with the “table fetch continued rows” statistic to determine if your system is experiencing a high level of row/block chaining. If the ratio between the two values (table fetch continued rows/table fetch by rowid)*100 reaches whole percentage points, examine frequently searched tables containing VARCHAR2 or numeric values which are frequently updated. Columns with LONG, or LONG RAW values can also result in chaining if their length exceeds the db_block_size.

table fetch by rowid             124441755                                 

table fetch continued row           287189                                 

The next two statistics deal with how the database is performing sorts. Essentially you want to minimize disk sorts. Disk sorts are reduced by increasing the size of the sort_area_size initialization parameter. If disk sorts exceed 1-2% of total sorts tune your sort areas. If disk sorts are required, look into using direct writes to speed sort processing to disks.

sorts (memory)                      329105                                 

sorts (disk)                           224                                 

The next statistic, “Data Dictionary Miss Percent”, shows the miss percents for attempts to read values from the dictionary caches and fails. Dictionary cache misses can be quite expensive so if this value exceeds 10% you probably need to increase the size of your shared pool since the individual dictionary caches haven’t been tunable since Oracle 6 (unless you count undocumented parameters).

Data Dictionary Miss Percent     2.1921768                                 

The next statistic, “RECURSIVE CALLS PER USER”, shows how many times, on the average, a user process had to repeat a request for information. These repeat calls can be due to dynamic object extension, re-parse of SQL statements or several other recursive database actions. Generally speaking you want this number as small as possible. The best on a version 7 system is generally less than 10 per user.

RECURSIVE CALLS PER USER            7.7695                                 

The next statistic, “Free List Contention Ratio”, is applicable to Oracle Parallel Server only. If the ratio reaches whole percentages then look at major tables and rebuild them with better free list and free list group structure.

Free List Contention Ratio               0                                 

The next two statistics deal with how allocated file space is being utilized by the database, they measure the total sum of datafile sizes against the total size of all allocated extents in the database. If you see that your used space is exceeding 90% of the total space allocated then look at a more detailed report of space usage (which follows later in the report list) to see which tablespaces may need addition files allocated.

TOTAL ALLOCATED MEG                  20718

TOTAL USED MEG                   16976.469

The new statistic, “TOTAL SGA SIZE”, calculates a total size of the SGA based on the V$SGA view. This is strictly and informational statistic.

TOTAL SGA SIZE                   506660456                                 

The next set of statistics (there may be a few or many depending on those latches that show contention) show contention for individual latches. The results in this set of statistics can point to areas where tuning is required. It is normal for redo copy or redo allocation latches to show contention on RS6000 or single CPU machines. The parallel query latches may also show contention (even Oracle support can’t tell why, surprise, surprise). Normally if the values reach whole numbers additional tuning should be focused on the indicated areas.

row cache objects                 .0003624                                 

shared pool                      .04819487                                 

library cache                    .00125047                                 

The next set of statistics give general database object counts. You should be cognizant of the usual values and be aware if any get out of normal bounds.

CLUSTER                                  1                                 

DATABASE LINK                           52                                 

FUNCTION                                13                                 

INDEX                                  555                                 

PACKAGE BODY                            53                                 

SEQUENCE                                59                                 

PROCEDURE                               11                                 

VIEW                                   337                                 

TRIGGER                                 28                                 

TABLE                                  654                                 

SYNONYM                               3611                                 

PACKAGE                                 53                                 

The next set of statistics deals with database block contention. The “waits” statistics tell how many waits occurred for a given block type and the “time” statistics tell how long the waits took for each type of block. The data statistics deal with database blocks, the undo statistics deal with rollback segment blocks, if you get system statistics they deal with the system rollback segment. If data block waits or data block header waits exceed 100 then look at increasing the number of data base block buffers (note that hit ratio can be satisfactory even with significant contention, so both statistics should be used to determine database block buffer health). If undo block waits are indicated, increase the size of the rollback segment extents, if undo header waits are indicated, increase the number of rollback segment extents. If system block or system header waits are indicated there may be users other than SYS or SYSTEM assigned to the SYSTEM tablespace.

data block waits                       396                                 

undo header time                         0                                 

data block time                        324                                 

undo header waits                        8                                 

The final set of statistics deal with shared pool health. The shared SQL% statistic shows the ratio of total SQL areas in the library cache that can’t be reused against the total number of SQL areas (by memory). If greater than 40-50% of your SQL is not reusable and your used area is greater than 40-60 meg, you may suffer performance problems due to shared pool thrashing. Shared pool thrashing can be reduced by automated flushing or by reducing the shared pool size depending on the amount of non-reusable SQL.

Shared SQL%                      56.412345                                 

Shared Pool Used                  59.25943                                 

Shared Pool Available            75.735985                                 

Libcache.sql

The next report is generated by the libcache.sql script. An example of the output from the libcache.sql script is shown in figure 4. As its name implies, the libcache.sql report generates statistics on the library cache contents. Other RevealNet provided scripts to look at the library area are o_cache.sql, o_cache2.sql, o_kept.sql and obj_stat.sql

Date: 10/22/98                                                   Page:   1 

Time: 10:22 AM             Library Caches Report            AULTM          

                              DCARS database                               

Library Object        Gets Get Hit%       Pins Pin Hit% Reloads Invalid    

--------------- ---------- -------- ---------- -------- ------- -------    

SQL AREA           112,468    92.68  3,578,182    99.46   1,455     307    

TABLE/PROCEDURE     31,680    95.50  1,952,057    99.91     163       0    

BODY                 1,255    95.22      1,258    94.91       3       0    

TRIGGER              3,405    99.09      3,405    99.09       0       0    

INDEX                   27      .00         27      .00       0       0    

CLUSTER                 29    44.83         17    35.29       0       0    

OBJECT                   0   100.00          0   100.00       0       0    

PIPE                 4,921    99.92      5,458    99.93       0       0    

Figure 4: Example Output From libcache.sql Script

The report is based on the v$library view. Essentially you want the GET HIT% and PIN HIT% values to be as high as possible, preferably greater than 95%. The RELOADS should be as low as possible as should the invalidations as indicated by the INVALID column. Note that if automated flushing is used, or, if the size of the shared pool is reduced to counter thrashing the reloads values for the SQL AREA may increase, but this is normal under these conditions. To decrease reloads in systems where reusable SQL forms a major portion of SQL areas, use the DBMS_SHARED_POOL package to pin packages (and cursors and triggers in 7.3) and increase the shared pool size. Pinning objects prevents their being aged. Also consider using the SHARED_POOL_RESERVED_SIZE and SHARED_POOL_RESERVED_SIZE_MIN_ALLOC parameters to reserve space for large packages.

Free2_spc.sql

The next report shows database tablespace size, free space and fragmentation status. The report name is free2_spc.sql and it uses the FREE-SPACE view which is a summary of the DBA_FREE_SPACE maser view an example output is shown in Figure 5. The Free Space report shows: number of files, number of fragments, maximum free megabytes, biggest contiguous chunk of free space in megabytes, the percentage of available freespace the largest chunk occupies, the total megabytes in the tablespace, the total amount of used megabytes in the tablespace and the percentage of the total megabytes that is free.

If the number of fragments exceeds the number of files (an example is the DATA_TS shown in the figure 5) then you should consider an export/import from the users in that tablespace to consolidate the free space into a contiguous chunk. Consolidation should definitely be considered when the biggest contiguous chunk is not a major percent of the total free space, an example would be the DEVELOP_TS or the TEMPORARY_TS (acutually used for tmeporary report tables in this application) in Figure 5.  You should be able to glance at the free space report and tell if there are problems. The total used meg should be trended for your major tablespaces so growth rate can be predicted and allowed for. There are several free space reports included with RevealNet showing various cuts on the free space data. Additional information on datafiles can be generated using datafile.sql, tablespace specific information can be obtained by using tbsp_rct.sql or tablesp.sql scripts.

Date: 10/22/98                                                                                                       Page:   1    

Time: 10:22 AM                                           FREE SPACE REPORT                                         AULTM          

                                                       DCARS database                                                             

Biggest Percent of       Total          Total Percent Free           

Name                               FILES  Frag   Free Meg   Free Meg   Free Meg         Meg       Used Meg    Total Meg           

------------------------------ --------- ----- ---------- ---------- ---------- ----------- -------------- ------------           

ARHIST_IDX                             4     7     151.77      99.97     65.867   2,025.000       1,873.23         7.49           

ARHIST_TS                              3     3     158.22     158.22    100.000   1,600.000       1,441.78         9.89           

DATA_TS                                6   178     143.90     125.91     87.497   3,420.000       3,276.10         4.21           

DEVELOP_TS                             1   161      31.11       1.95      6.278     100.000          68.89        31.11           

INDEX_TS                               6   471      82.70      18.66     22.560   2,340.000       2,257.30         3.53           

INVOICE_IDX                            2     6      26.39      21.76     82.445     900.000         873.61         2.93           

INVOICE_TS                             2     2     324.98     324.98    100.000   1,200.000         875.02        27.08           

NETCHRG_IDX                            2     5      93.97      88.81     94.513     700.000         606.03        13.42           

NETCHRG_TS                             1     2     119.99     114.88     95.742     900.000         780.01        13.33           

OPENITEM_IDX                           7     7      38.65      38.65    100.000   1,588.000       1,549.35         2.43           

OPENITEM_TS                            2     2     329.98     329.98    100.000   1,180.000         850.02        27.96           

ORATEMP_TS                             1    65     649.99      10.00      1.538     650.000            .01       100.00           

RCAPS_IDX                              5    31     144.27     129.79     89.965     475.000         330.73        30.37           

RCAPS_TS                               4   150     245.60     217.84     88.695     715.000         469.40        34.35           

ROLLBACK_TS                            2    28     379.98      69.06     18.175     650.000         270.02        58.46           

SETLINE_IDX                            3    11     212.48     177.05     83.329     550.000         337.52        38.63           

SETLINE_TS                             3     3     133.49     133.49    100.000     670.000         536.51        19.92           

SYSTEM                                 1    19      39.20      32.69     83.380      80.000          40.80        49.00           

TEMPORARY_TS                           1   252     378.16      15.98      4.225     750.000         371.84        50.42           

USERS_TS                               2    64      62.48      25.30     40.503     225.000         162.52        27.77           

Figure 5: Free Space report example.

Extent.sql

The next report is generated by the extent.sql report and shows, for a specified number of extents the database tables and indexes that exceed this number of extents. The user can also be specified that the extent report is run against. In a single owner environment running the report only against that user can save time. In this report you are concerned with the total number of extents. If they get to be more than 30 or so, or more than you have used to strip the table or index, it is suggested to consolidate the objects involved. Revealnet provides several scripts to monitor tables, indexes and clusters: tab_col.sql, tab_grnt.sql, tab_rct.sql, table.sql, tab_stat.sql, in_rep.sql, in_rct.sql, in_size.sql, in_stat.sql, brown.sql, clu_typ.sql, clus_rep.sql, act_size.sql

Date: 10/20/98                                                                                                       Page: 1    

Time: 01:53 PM                                            EXTENTS REPORT                                           AULTM          

                                                       AGCD database                                                              

Tablespace           Segment                          Extents Max Extents           Size Owner                Type                

-------------------- ------------------------------ --------- ----------- -------------- -------------------- ----------          

DATA_TS              FOOTNOTE_TXTS                         17         505     18,104,320 AGCD                 TABLE               

                     IMG_PAGE_TEXT                         19         505    255,344,640                      TABLE               

                     IMG_PART_CODE                         15         505     50,380,800                      TABLE               

                     IMG_WORD_CODE                         15         505     50,380,800                      TABLE               

                     ITEMS                                 24         505     25,640,960                      TABLE               

                     MULTI_SUPER_PART_TMP                  11         505      9,830,400                      TABLE               

                     PARTS                                 11         505     11,755,520                      TABLE               

                     PARTS_TEMP                            11         505      5,242,880                      TABLE               

                     PART_TXTS                             14         505     14,909,440                      TABLE               

 Figure 6: Example Extents report

Rollback Segment Reports rbk1.sql and rbk2.sql 

The next two reports break the DBA_ROLLBACK_SEGS view into easily digestable sizes. The first report created with the rbk1.sql script using the ROLLBACK1 view (created from DBA_ROLLBACK_SEGS) shows storage related statistics for all rollback segments. Figure 7 shows an example report. Offline rollback segments are listed but no statistics are generated. The vital stats on the first report are the optimal size (OPTL SIZE), shrinks, average shrinks and average transaction size. You are looking to see that shrinks are minimized and that the optimal is greater than the average transaction size. Usually it is suggested that the initial and next extents be sized for the average of the average transaction sizes and that optimal is set to the max transaction size (shown on the next report.) If you are getting shrinks it indicates that the transaction sizes are exceeding the extent sizes and perhaps the initial and next sizes need to be better thought out. Additional RevealNet reports include: rbk_rct.sql, rbk_wait.sql, tx_rbs.sql, rollback.sql

Date: 09/28/98                                                   Page:   1 

Time: 02:57 PM            ROLLBACK SEGMENT STORAGE          AULTM          

                              AGCD database                                

CUR         OPTL                  AVE          AVE          

ROLLBACK   EXTENTS         SIZE SHRINKS       SHRINK        TRANS STATUS   

---------- ------- ------------ ------- ------------ ------------ -------- 

ROLLBACK1        5    5,242,880       0            0    1,108,827 ONLINE   

ROLLBACK2        5    5,242,880       0            0      581,222 ONLINE   

ROLLBACK3        5    5,242,880       0            0      585,728 ONLINE   

ROLLBACK4        5    5,242,880       0            0      585,728 ONLINE   

ROLLBACK5        5    5,242,880       0            0            0 ONLINE   

ROLLBACK6        5    5,242,880       0            0      585,728 ONLINE   

ROLLBACK7        5    5,242,880       0            0      585,728 ONLINE   

ROLLBACK8        5    5,242,880       0            0      581,222 ONLINE   

ROLLBACK9                                                         OFFLINE  

SYSTEM           3                    0            0            0 ONLINE   

Figure 7: Example Rollback Segment Storage output (rbk1.sql)

The second rollback segment report generated by the rbk2.sql script shows transactional statistics for all online rollback segments. The rbk2.sql script uses the ROLLBACK2 view created against the DBA_ROLLBACK_SEGS master view. An example of the output of this report is shown in Figure 8. The statistics reported show if there are any current transactions, the largest transaction size, the current rollback segment size and the number of waits, wraps and extents. 

If the number of waits is excessive, increase the number of extents available by increasing optimal or by adding rollback segments. If the number of wraps is excessive, increase the size of the initial and next extents, and finally, if the number of extends is excessive, either increase the size of initial and next extents or increase the value for optimal. The optimal size should be at or a multiple of the max transaction size.

Date: 09/28/98                                                   Page:   1 

Time: 02:57 PM          ROLLBACK SEGMENT STATISTICS         AULTM          

                              AGCD database                                          

ROLLBACK   EXTENTS  TRANS  LARGEST TRANS       CUR SIZE WAITS WRAPS EXTENDS

---------- ------- ------ -------------- -------------- ----- ----- -------

ROLLBACK1        5      0      5,316,608      5,316,608     0     2       0

ROLLBACK2        5      0      5,316,608      5,316,608     0     1       0

ROLLBACK3        5      0      5,316,608      5,316,608     1     1       0

ROLLBACK4        5      0      5,316,608      5,316,608     1     1       0

ROLLBACK5        5      0      5,316,608      5,316,608     0     0       0

ROLLBACK6        5      0      5,316,608      5,316,608     2     1       0

ROLLBACK7        5      0      5,316,608      5,316,608     0     1       0

ROLLBACK8        5      0      5,316,608      5,316,608     0     1       0

ROLLBACK9                                                                  

SYSTEM           3      0        237,568        237,568     0     0       0

Figure 8: Example output from rbk2.sql

Log_stat.sql

The next report is generated by the log_stat.sql script. The log_stat.sql script shows current redo log status. An example of the output from the log_status.sql script is shown in figure 9. The report shows one line per redo log group and a status line for each. The status should be one of inactive, current or stale. Any other status other than the three previously mentioned needs to be investigated. This report should be monitored to ensure the logs are all a standard size. This report also shows if the redo logs have been archived and gives the SCN (system change number) and date when the log was switched. Check that redo log switches aren’t happening too frequently or too slowly. Additional reports include: log_hist.sql, log_file.sql and redo.sql.

Date: 09/28/98                                                                  Page:   1     

Time: 02:57 PM               Current Redo Log Status                            AULTM                                  

                                  AGCD database                                                              

 Th#   Grp#     Seq#     BYTES  Mem Arc? STATUS               Change# FIRST_TIME                                                   

---- ------ -------- --------- ---- ---- ---------------- ----------- -------------------                                         

   1      1    5,011  41943040    1 NO   INACTIVE          4340144194 08/10/98 18:50:20                                            

          2    5,012  41943040    1 NO   INACTIVE          4340147782 08/13/98 15:43:37                                            

          3    5,013  41943040    1 NO   CURRENT           4340148058 08/24/98 15:50:42                                            

Press Enter to continue

Figure 9: Redo Log Status report.

Inv_obj.sql

The next report is generated by the inv_obj.sql script. An example of the inv_obj.sql script output is shown in figure 10. The invalid objects report shows invalid database objects. Ideally all objects in a production database should be valid and this report shouldn’t show up. However, sometimes packages, procedures, functions or views can become invalid and may need to be recompiled. The com_proc.sql procedure can facilitate the recompilation effort, or, the Oracle provided dbms_utility.compile_schema() procedure can be used. 

Date: 09/28/98                                                   Page:   1 

Time: 02:57 PM            Invalid Database Objects          AULTM          

                              AGCD database                                

Object     Object                                  Last Change             

Owner      Name                      OBJECT_TYPE   Date                    

---------- ------------------------- ------------- --------------------    

SYS        SAMPLE_IO                 PROCEDURE     24-SEP-98 03:37:37      

AGCD       G_BCANCEL                 FUNCTION      24-SEP-98 03:37:38      

AGCD       PKCREATEGRAPHICSTESTDATA  PACKAGE BODY  24-SEP-98 03:37:39      

AGCD       PKCREATEGUITESTDATA       PACKAGE BODY  24-SEP-98 03:37:40      

AGCD       PKFRNCEIMPORTTESTDATATEST PACKAGE BODY  27-MAY-97 12:27:29       

AGCD       PK_MONITORPROCESS         PACKAGE BODY  24-SEP-98 03:37:42      

AGCD       PR_CREATEGUITESTDATA      PROCEDURE     24-SEP-98 03:37:43      

AGCD       PR_GETNEXTPROJECTID       PROCEDURE     24-SEP-98 03:37:45      

AGCD       PR_LOADMFRTESTDATA        PACKAGE BODY  27-MAY-97 12:27:17      

AGCD       SP_CREATEIMGFILES         PACKAGE BODY  24-SEP-98 03:37:48      

Press enter to continue

Figure 10: Invalid Objects report

Systabs.sql

The next report is generated by the systabs.sql script and shows non-sys owned tables that reside in the SYSTEM tablespace.  Figure 11 shows an example of the output from systabs.sql. SYS should own all objects in SYSTEM and all other objects should be located in other tablespaces. Sometimes, SYSTEM owned objects are allowed in SYSTEM tablespace, however, it is best to add a TOOLS tablespace and create all of SYSTEM owned objects there. There can be problems exporting items in the SYSTEM tablespace. In addition all objects in the SYSTEM tablespace use the SYSTEM rollback segment. This use of the SYSTEM rollback segment can result in fragmentation of the SYSTEM tablespace. Never allow users to have SYSTEM as either a default or temporary tablespace, never create users without specifying their default and temporary tablespace assignments.

Date: 10/22/98                                                   Page:   1 

Time: 10:23 AM         Non-SYS Owned Tables in SYSTEM       AULTM          

                              DCARS database                               

OWNER           TABLE_NAME                     TABLESPACE                  

--------------- ------------------------------ ----------                  

SYSTEM          DEF$_CALL                      SYSTEM                      

SYSTEM          DEF$_ERROR                     SYSTEM                      

SYSTEM          DEF$_DESTINATION               SYSTEM                      

SYSTEM          DEF$_CALLDEST                  SYSTEM                      

SYSTEM          DEF$_DEFAULTDEST               SYSTEM                      

AGCODBA         DATABASE                       SYSTEM                      

AGCODBA         DATABASEZ                      SYSTEM                      

SYSTEM          PBCATTBL                       SYSTEM                      

SYSTEM          PBCATCOL                       SYSTEM                      

SYSTEM          PBCATFMT                       SYSTEM                      

SYSTEM          PBCATVLD                       SYSTEM                      

SYSTEM          PBCATEDT                       SYSTEM                      

Press Enter to continue

Figure 11: Example of the systab.sql script output

