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Abstract

The database administrator’s job is filled with repetitive tasks. Whether it be in the area of performance monitoring, resource usage or backup and recovery, there are many jobs that require repeating the same set of commands. Time was that you have to use operating system based tools such as cron on UNIX or the job queues on VMS to schedule any automated tasks against the database. The biggest problem with automated scripts was that many layers of error trapping had to be built in to prevent the script from carrying on even after a critical failure. Since early Oracle 7 releases the DBMS_JOB package and its associated job queues has been available for automating internal Oracle related tasks. This presentation will show how repetitive Oracle DBA tasks can be automated using PL/SQL packages, procedures and the DBMS_JOB job queues.

The DBMS_JOB Package

The DBMS_JOB package is built automatically when the CATPROC.SQL script is run during a database creation. The DBMS_JOB package includes the procedures shown in Figure 1.

Object
Object Type
Purpose

BROKEN
Procedure
Prevent a job from executing

CHANGE
Procedure
Change a jobs characteristics

INTERVAL
Procedure
Change a jobs execution interval

ISUBMIT
Procedure
Allow submission of job

NEXT_DATE
Procedure
Change the next date value for a job

REMOVE
Procedure
Remove a non-executing job from the queue

RUN
Procedure
Force a job to execute 

SUBMIT
Procedure
Submit a job to the job queues

USER_EXPORT
Procedure
Export a job definition command for the specified job

WHAT
Procedure
Changes the what string for a job (what it does)

Figure 1: Procedures in the DBMS_JOB Package

We will be looking in detail at the SUBMIT, ISUBMIT, RUN and REMOVE procedures in the course of this presentation. For a more detailed discussion of how this package is used look in “Oracle Built-In Packages” by Steven Feuerstein, Charles Dye and John Beresniwicz from O’Reilly Publishing or “Oracle8 Administration and Management” by Mike Ault from Wiley and Sons publishing.

To submit a job to the job queues you use either the ISUBMIT or SUBMIT procedures. The difference between ISUBMIT and SUBMIT is that with ISUBMIT you must set the job number manually while with SUBMIT a job number is pulled from an internal sequence. The standard for both of the procedures is:

DBMS_JOB.SUBMIT(job_num, what, next_date, interval, no_parse)

Where:


Job_num 
is a number (an IN for ISUBMIT, and OUT for SUBMIT)


What 

is a specific PL/SQL action


Next_date 
is a date expression for when the action should first be taken


Interval 

is a character string that evaluates to a date in the future


No_parse 
is a boolean the specifies when the PL/SQL should be parsed (defaults to false)

An example job submission using the  ISUBMIT procedure would be:

EXECUTE DBMS_JOB.ISUBMIT(999,’BEGIN testit; END;’,SYSDATE,’SYSDATE+(15/1440)’);

An example using the SUBMIT procedure would be:

VARIABLE x NUMBER:

EXECUTE DBMS_JOB.SUBMIT(:x,’BEGIN testit; END;’,SYSDATE,’SYSDATE+(15/1440)’);

In the first example, the job would be created and assigned the job number 999. The advantage to this form of submission is that it allows the DBA to specify the job number so that for future work with the specific job, the number is already known. In the second example, the job receives a job number from an internal queue which then requires either reading and recording the “x” variable or looking at the DBA_JOBS view to find the job number for a specific “WHAT”.

To run a job immediately you use the DBMS_JOB.RUN procedure specifying the job number for the specific job. To remove a procedure you use the DBMS_JOB.REMOVE procedure specifying the job number of the job to be removed. You cannot remove a running job.

What to Automate

As was mentioned above there are a number of DBA tasks that can be automated. Which of these jobs can be automated using DBMS_JOB? Obviously, DBMS_JOB cannot be used to execute tasks that require operating system commands (generally speaking). Therefore, such tasks as backup should be reserved for cron or OEM type job automation. The type of tasks well suited to automation with DBMS_JOB are those that can be completely run using PL/SQL.

Jobs such as statistic gathering, internals monitoring, size monitoring and tuning can be accomplished using PL/SQL and the DBMS_JOB queues. Even monitoring of remote databases can be automated using synonyms and database links. Let us examine some specific tasks and show how they can be automated.

Specific Tasks to Automate

The tasks we will examine will be:

1. Gathering a complex set of database health statistics

2. Automating a flush cycle for the shared pool

3. Periodic reset of kept packages and procedures

4. Automated re-calculation of table statistics based on percent change

By examining how these four tasks are accomplished using PL/SQL and DBMS_JOB you should be able to apply the techniques shown to a host of other repetitive DBA tasks.

Automated Statistics Gathering

We will begin with the most complex task, gathering database statistics. Figure 2 shows a snippet of code from a statistics gathering PL/SQL routine. The PL/SQL routine called RUNNING_STATS was excerpted from the RevealNet, Inc.  DBMS_REVEALNET package and can be used to model your own code.

PROCEDURE running_stats (is_interactive IN BOOLEAN DEFAULT FALSE) AS

    start_date 
DATE;

    meas_date   DATE;

    comp_date   DATE;

    dd_ratio 
NUMBER := 0; 

    r_calls 
NUMBER := 0; 

    h_ratio 
NUMBER := 0; 

.

.

.

--

CURSOR get_contend1 IS

SELECT 


CLASS, WAITS 

FROM 


contend

WHERE   


WAITS>0;

--

.

.

.

--

CURSOR get_stat(stat IN VARCHAR2) IS

  SELECT 


name,value 

  FROM 


v$sysstat 

  WHERE 


name = stat;

--

--

PROCEDURE write_out(

  par_name  IN VARCHAR2,

  par_value IN NUMBER, 

  rep_ord   IN NUMBER, 

  m_date    IN DATE,

  par_delta IN NUMBER,

  is_interactive IN BOOLEAN) IS

 BEGIN

 IF NOT is_interactive 

  THEN

  INSERT INTO dba_running_stats VALUES(

   par_name,par_value,rep_ord,m_date,par_delta

  );

  ELSE

  INSERT INTO dba_temp VALUES(

   par_name,par_value,rep_ord

  );

 END IF;

 END;

 --

BEGIN 

  IF NOT is_interactive

  THEN

  DELETE dba_temp;

  END IF;

  SELECT sysdate INTO meas_date FROM dual;

  comp_date:=meas_date;

 BEGIN


DBMS_REVEALNET.STARTUP_DATE(start_date);


IF start_date IS NOT NULL THEN


  stat_name:='Startup Date: '||TO_CHAR(start_date,'dd-mon-yy hh24:mi:ss');


    write_out (stat_name,0,1,meas_date,0,is_interactive);


ELSE


  stat_name:='Startup Date: unknown';


  write_out (stat_name,0,1,meas_date,0,is_interactive);


END IF;

 END; 

 BEGIN

  stat_name := 'recursive calls';


OPEN get_stat(stat_name);


FETCH get_stat INTO temp_name, r_calls;


CLOSE get_stat;

 EXCEPTION

    WHEN NO_DATA_FOUND THEN

 CLOSE get_stat;

 END; 

.

.

.

BEGIN 

    calls_u := (r_calls/u_calls); 

    h_ratio := ((db_gets+con_gets)/(db_gets+con_gets+p_reads)); 

    suhw_cont  := (suh_waits/(db_gets+con_gets)*100);

    subw_cont  := (sub_waits/(db_gets+con_gets)*100);

    uhw_cont  := (uh_waits/(db_gets+con_gets)*100);

    ubw_cont  := (ub_waits/(db_gets+con_gets)*100);

   stat_name := 'RECURSIVE CALLS PER USER'; 


OPEN get_delta(calls_u,stat_name,comp_date);


FETCH get_delta INTO delta;


CLOSE get_delta;


  write_out (stat_name,calls_u,3,meas_date,delta,is_interactive);

      stat_name := 'CUMMULATIVE HIT RATIO'; 


  write_out (stat_name,h_ratio,3,meas_date,0,is_interactive);


  stat_name := 'SYS UNDO HDR WAIT CONTENTION'; 


  write_out (stat_name,suhw_cont,3,meas_date,0,is_interactive);


  stat_name := 'SYS UNDO BLK WAIT CONTENTION'; 


  write_out (stat_name,subw_cont,3,meas_date,0,is_interactive);


  stat_name := 'UNDO HDR WAIT CONTENTION'; 


  write_out (stat_name,uhw_cont,3,meas_date,0,is_interactive);


  stat_name := 'UNDO BLK WAIT CONTENTION'; 


  write_out (stat_name,ubw_cont,3,meas_date,0,is_interactive);

  stat_name := 'freelist'; 


OPEN get_count(stat_name);


FETCH get_count INTO temp_name, stat_val;


CLOSE get_count;

  stat_name := 'Free List Contention Ratio';


  write_out (stat_name,stat_val,4,meas_date,0,is_interactive);

 EXCEPTION 

    WHEN ZERO_DIVIDE THEN 


  write_out (stat_name,0,4,meas_date,0,is_interactive);


CLOSE get_count; 

    COMMIT; 

    WHEN NO_DATA_FOUND THEN 


  write_out (stat_name,0,4,meas_date,0,is_interactive);

    COMMIT; 

 END; 

BEGIN 

  stat_name := 'Shared Pool Used'; 


SELECT SUM(BYTES)/1048576 INTO stat_val 


FROM  v$sgastat 


WHERE name in ( 



'reserved stopper',             



'table definiti',                  



'dictionary cache',           



'library cache',              



'sql area',



'PL/SQL DIANA',



'SEQ S.O.'); 


OPEN get_delta(stat_val,stat_name,comp_date);


FETCH get_delta INTO delta;


CLOSE get_delta;


  write_out (stat_name,stat_val,16,meas_date,delta,is_interactive);

 EXCEPTION 

    WHEN NO_DATA_FOUND THEN 


  write_out (stat_name,0,16,meas_date,0,is_interactive);

    COMMIT; 

 END;

END running_stats; 

Figure 2: Excerpt From DBMS_REVEALNET.RUNNING_STATS Procedure

The actual code for the full DBMS_REVEALNET.RUNNING_STATS procedure runs to 12 or more pages and reports on up to nearly a hundred statistics (some are based on latch statistics or contention statistics so the exact number monitored changes). The private procedure write_out contained in the master procedure RUNNING_STATS uses one of two tables, DBA_RUNNING_STATS or DBA_TEMP to hold all of the retrieved values. If the “is_interactive” flag is set to TRUE the DBA_TEMP table is used. If the “is_interactive” flag is set to the default, FALSE, then the DBA_RUNNING_STATS table is used. The DBA_TEMP table only holds one set of values and is deleted before use. The DBA_RUNNING_STATS table keeps an ongoing set of statistics taken at whatever interval is desired (usually 15 minutes). This allows the procedure to double duty, either as an instant monitor script (when combined with a SELECT against the DBA_TEMP table) or as a background statistics collection script.

Using the DBMS_JOB.SUBMIT procedure, the command to submit the RUNNING_STATS procedure to the job queue would be:

VARIABLE x NUMBER;

EXECUTE DBMS_JOB.SUBMIT(:x,’BEGIN DBMS_REVEALNET.RUNNING_STATS(FALSE); END;’, SYSDATE,’SYSDATE+(15/14440)’);

Notice how the BEGIN-END; block structure is used. This block structure is used to prevent some problems that have been reported when a straight procedure call is made to the job queue. Notice that the interval is specified as a character string: ’SYSDATE+(15/14440)’ that evaluates to a future date. The interval will tend to creep unless the string is specified using concatenated date values. Also notice how the value for “is_interactive” is specified, even though it will default to FALSE, this is to reduce confusion when the job is viewed using the DBA_JOBS view.

Automating the Shared Pool Flush

Under some operational conditions (when very little reusable SQL is used) the shared pool can become full of non-reusable SQL. The DBA can either monitor this situation manually and periodically issue the ALTER SYSTEM FLUSH SHARED_POOL command, or, the DBA can automate the task. The actual procedure, called flush_it, is excerpted from the DBMS_REVEALNET package of functions and procedures and is shown in Figure 3.

PROCEDURE flush_it(p_free IN NUMBER) IS

--

CURSOR get_share IS

SELECT 

 SUM(a.bytes) 

FROM 

 v$sgastat a 

WHERE 

 a.name in ( 

 'reserved stopper',             

 'table definiti',                  

 'dictionary cache',           

 'library cache',              

 'sql area',

 'PL/SQL DIANA',

 'SEQ S.O.');

--

CURSOR get_var IS

 SELECT 

value 

 FROM 

v$parameter

 WHERE 

name = 'shared_pool_size';

--

CURSOR get_time IS 

 SELECT 

sysdate 

 FROM 

dual;

--

  todays_date 
DATE;

  mem_ratio 
NUMBER;

  share_mem 
NUMBER;

  variable_mem 
NUMBER;

  cur 

INTEGER;

  sql_com 
VARCHAR2(60);

  row_proc 
NUMBER;

--

BEGIN

 OPEN get_share;

 OPEN get_var;

 FETCH get_share INTO share_mem;

 DBMS_OUTPUT.PUT_LINE('share_mem: '||to_char(share_mem));

 FETCH get_var INTO variable_mem;

 DBMS_OUTPUT.PUT_LINE('variable_mem: '||to_char(variable_mem));

 mem_ratio:=share_mem/variable_mem;

 DBMS_OUTPUT.PUT_LINE(TO_CHAR(mem_ratio,'99.999')||' '||TO_CHAR(p_free/100,'99.999'));

 IF mem_ratio>p_free/100 THEN

  cur:=DBMS_SQL.OPEN_CURSOR;

  sql_com:='ALTER SYSTEM FLUSH SHARED_POOL';

  DBMS_SQL.PARSE(cur,sql_com,dbms_sql.v7);

  row_proc:=DBMS_SQL.EXECUTE(cur);

  DBMS_SQL.CLOSE_CURSOR(cur);

  OPEN get_time;

  FETCH get_time INTO todays_date;

  INSERT INTO dba_running_stats VALUES (

   'Flush of Shared Pool',mem_ratio,35,todays_date,0);

  COMMIT;

 END IF;

END flush_it;

Figure 3: Flush_it Procedure

The flush_it procedure accepts one input value, the percentage full at which to flush the pool. When submitted, the flush_it procedure calculates the amount of shared pool being used based on values extracted from the V$SGASTAT view and compares this to the overall size specified for the shared pool in V$PARAMETER. If the ratio between these two values exceeds the specified percent full, the DBMS_SQL package is used to issue the ALTER SYSTEM FLUSH SHARED_POOL command to the database. Once the pool is flushed an entry is appended into the DBA_RUNNING_STATS table to show that a flush was initiated. 

The flush_it procedure is scheduled for whatever frequency is desired, usually on the hour or half hour. The command to submit the flush_it procedure to flush the pool when it reaches 95%, to be checked hourly, would be:

VARIABLE x NUMBER;

EXECUTE DBMS_JOB.SUBMIT(:x,’BEGIN DBMS_REVEALNET.FLUSH_IT(95); END;’, SYSDATE,’SYSDATE+(1/24)’);

Reset Of Kept Packages

Many times, for one reason or another, databases are periodically shutdown and restarted. The shutdown of a database releases the kept objects and this kept object information is not retained. Thus, upon restart, the objects must be re-kept. For those not sure what this process entails, let me explain. Each PL/SQL object, whether it be a procedure, function, package or trigger, is stored in the shared pool library caches after it is used. If the objects in the shared pool aren’t re-used, then they are eventually aged out by means of a modified least recently used (LRU) algorithm. Sometimes, objects that shouldn’t get aged out do, resulting in a performance hit when they must be recalled from disk. In order to prevent aging of objects out of the shared pool Oracle has provided a package called DBMS_SHARED_POOL that contains a procedure KEEP that is used to flag an object as KEPT preventing it from being aged out of the pool.

By creating a table that holds the names of kept objects, we can create a PL/SQL procedure that periodically wakes up and if required, re-issues the command to keep various objects in the shared pool. Figure 4 shows the structure of an example table.

DCARS:desc revealnet_kept_objects;

 Name                            Null?    Type

 ------------------------------- -------- ----

 OBJECT_NAME                     NOT NULL VARCHAR2(128)

Figure 4: Example Table of Kept Objects

The procedure redo_pin is used to periodically un-pin objects, flush the shared pool and re-pin objects listed in the revealnet_kept_objects table. The procedure is shown in figure 5. By scheduling the procedure to run once per day at a low usage time, you can prevent shared pool fragmentation from causing problems for your larger packages and prevent aging of these packages out of the shared pool.

PROCEDURE redo_pin AS


com 

VARCHAR2(100);


com_cur 
INTEGER;


processed 
INTEGER;


i 

BINARY_INTEGER:=1;


j 

BINARY_INTEGER:=0;


TYPE objects IS 



TABLE OF



revealnet_kept_objects.object_name%TYPE



INDEX BY BINARY_INTEGER;


object 

OBJECTS;

--

--


CURSOR get_objects IS



SELECT 




object_name



FROM




revealnet_kept_objects;

BEGIN

 OPEN get_objects;

 FETCH get_objects INTO object(i);

 LOOP


EXIT WHEN get_objects%NOTFOUND;


DBMS_OUTPUT.PUT_LINE('UNKEEPING: '||object(i));

 
DBMS_SHARED_POOL.UNKEEP(object(i));


i:=i+1;

 
FETCH get_objects INTO object(i);

 END LOOP;

 CLOSE get_objects;

 com_cur:=DBMS_SQL.OPEN_CURSOR;

 com:='ALTER SYSTEM FLUSH SHARED_POOL';

 DBMS_SQL.PARSE(com_cur,com,dbms_sql.v7);

 processed:=DBMS_SQL.EXECUTE(com_cur);

 COMMIT;

 processed:=DBMS_SQL.EXECUTE(com_cur);

 DBMS_SQL.CLOSE_CURSOR(com_cur);

 COMMIT;

 i:=i-1;

 FOR j IN 1..i LOOP


IF object(j) IS NOT NULL THEN


  DBMS_OUTPUT.PUT_LINE('KEPT: '||object(j));


  DBMS_SHARED_POOL.KEEP(object(j));


ELSE


  EXIT;


END IF;

 END LOOP;

END redo_pin;

Figure 5: Example Procedure To Re-Keep Objects in the Shared Pool

The command for submitting the redo_pin procedure to execute once per day would be:

VARIABLE x NUMBER;

EXECUTE DBMS_JOB.SUBMIT(:x,’BEGIN DBMS_REVEALNET.REDO_PIN; END;’, SYSDATE,’TRUNC(SYSDATE)+1+(15/1440)’);

In the submit shown for the redo_pin procedure notice the interval: ’TRUNC(SYSDATE)+1+(15/1440)’ this translates to every morning at 15 minutes after midnight, precisely. By using the TRUNC function we strip off all time information from the SYSDATE value and then add 1 day and 15 minutes. The same interval could have been accomplished by adding 1455/1440 to the truncated SYSDATE, but by showing both steps it makes it clearer what is being accomplished.

If desired, the redo_pin procedure could be enhanced by adding inserts into the DBA_RUNNING_STATS table to reflect the actions it accomplishes.

Recalculation of Table Statistics

One job that can be onerous is the recalculation of the table statistics that are used by the cost based optimizer. If the statistics are not kept up to date the cost based optimizer will make bad choices as to optimization paths resulting in poor performance or even bad results. Usually tables are being analyzed either by a shotgun procedure that just analyzes all tables in the application on a periodic basis, or, on a catch as catch can basis when the DBA gets a spare evening. The procedure in Figure 6 can be used to look at the gross contents of a table (based on the actual row count verses the stored row count in the DBA_TABLES view) and determine if the table has changed by a specified percent, if so, it is re-analyzed. The procedure also determines from the row count data if the table is a large table and if so, uses a sampling analysis instead of a full calculation.

PROCEDURE check_tables (owner_name in varchar2) AS

--

CURSOR get_tab_count (own varchar2) IS

        SELECT table_name, nvl(num_rows,1) 

        FROM dba_tables

        WHERE owner = upper(own);

--

tab_name 
VARCHAR2(64);

rows 

NUMBER;

string 

VARCHAR2(255);

cur 

INTEGER;

ret 

INTEGER;

row_count 
NUMBER;

com_string 
VARCHAR2(255);

--

PROCEDURE write_out(

  par_name  IN VARCHAR2,

  par_value IN NUMBER, 

  rep_ord   IN NUMBER, 

  m_date    IN DATE,

  par_delta IN NUMBER) IS

 BEGIN

  INSERT INTO dba_running_stats VALUES(

   par_name,par_value,rep_ord,m_date,par_delta

  );

 END;

--

BEGIN

OPEN get_tab_count (owner_name);

LOOP

        FETCH get_tab_count INTO tab_name, rows;

        tab_name:=owner_name||'.'||tab_name;

        IF rows=0 THEN 

        rows:=1;

        END IF;

EXIT WHEN get_tab_count%NOTFOUND;

DBMS_OUTPUT.PUT_LINE('Table name: '||tab_name||' rows: '||to_char(rows));

DBMS_REVEALNET.GET_COUNT(tab_name,row_count);

   IF row_count=0 THEN

        row_count:=1;

   END IF;

DBMS_OUTPUT.PUT_LINE('Row count for '||tab_name||': '||to_char(row_count));

DBMS_OUTPUT.PUT_LINE('Ratio: '||to_char(row_count/rows));

        IF (row_count/rows)>1.25 OR (rows/row_count)>1.25 THEN

               BEGIN


IF (row_count<1000000) THEN

           

string :=

              

     'ANALYZE TABLE '||tab_name||' COMPUTE STATISTICS ';


ELSE



string :=


 'ANALYZE TABLE '||tab_name||' ESTIMATE STATISTICS SAMPLE 30 PERCENT';


END IF;

           cur := DBMS_SQL.OPEN_CURSOR;

DBMS_OUTPUT.PUT_LINE('Beginning analysis');

           DBMS_SQL.PARSE(cur,string,dbms_sql.v7);

           ret := DBMS_SQL.EXECUTE(cur)  ;

           DBMS_SQL.CLOSE_CURSOR(cur);

           DBMS_OUTPUT.PUT_LINE(' Table: '||tab_name||' had to be analyzed.');

           write_out(' Table: '||tab_name||' had to be analyzed.', row_count/rows,33,sysdate,0);

           EXCEPTION

           WHEN OTHERS THEN

            raise_application_error(-20002,'Error in analyze: '||to_char(sqlcode)||' on '||tab_name,TRUE);

           write_out(' Table: '||tab_name||' error during analyze. '||to_char(sqlcode), row_count/rows,33,sysdate,0);

            IF dbms_sql.is_open(cur) THEN

                dbms_sql.close_cursor(cur);

              END IF;

           END;

        END IF;

END LOOP;

CLOSE get_tab_count;

END check_tables;

Figure 6: Procedure to Check If Tables Need Analysis

The procedure, check_tables, accepts an owner name and then checks that owner’s tables for the amount they have changed, if the tables have changes by more than +/- 25% they are analyzed. If the row count for a given table exceeds a million rows then the table is analyzed using a  30 percent sample size. The command for submitting the check_tables procedure to execute every night at 10 pm would be:

VARIABLE x NUMBER;

EXECUTE DBMS_JOB.SUBMIT(:x,’BEGIN DBMS_REVEALNET.REDO_PIN; END;’, TRUNC(SYSDATE)+(22/24),’TRUNC(SYSDATE)+1+(22/24)’);

Again, the TRUNC command prevents time creep from moving the execution of the job later and later from the desired time. By automating the table analysis process you eliminate botched report runs, SQL selects and other query intensive operations that require good database statistics be present for frequently changing tables.

Summary

In Each of the above DBA tasks, significant time and effort is saved by using Oracle provided packages and self generated scripts to automate repetitive tasks. Oracle has provided the DBMS_JOB and DBMS_SQL stored packages of procedures which should be used to automate virtually any task that the DBA does on a periodic basis.
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